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We present a novel, real-time algorithm to accurately approximate the gen-
eralized penetration depth (PDg) between two overlapping rigid or articu-
lated models. Given the high complexity of computing PDg, our algorithm
approximates PDg based on iterative, constrained optimization on the con-
tact space, defined by the overlapping objects. The main ingredient of our
algorithm is a novel and general formulation of distance metric, the ob-
ject norm, in a configuration space for articulated models, and a compact
closed-form solution for it. Then, we perform constrained optimization, by
linearizing the contact constraint, and minimizing the object norm under
such a constraint. In practice, our algorithm can compute locally optimal
PDg for rigid or articulated models consisting of tens of thousands of trian-
gles in tens of milliseconds. We also suggest three applications using PDg
computation: retraction-based motion planning, physically-based animation
and data-driven grasping.

Categories and Subject Descriptors: I.2.9 [Artificial Intelligence]: Robotic-
s—kinematics and dynamics; I.3.5 [Computer Graphics]: Computational
Geometry and Object Modeling—physically-based modeling; I.3.7 [Com-
puter Graphics]: Three-Dimensional Graphics and Realism—animation;
I.6.8 [Simulation and Modeling]: Types of Simulation—animation

General Terms: Algorithms, Experimentation, Theory, Verification

Additional Key Words and Phrases: Animation, Dynamics, Penetration
Depth, Collision Detection, Articulated models

1. INTRODUCTION

Measuring the amount of interpenetration between two overlapping
objects is an important problem in computer graphics and interac-
tive techniques. A well-known distance measure to serve such a
purpose is penetration depth (PD), which is often defined as the
minimum amount of translation to separate one object from anoth-
er [Cameron and Culley 1986; Dobkin et al. 1993], also known as
translational PD.
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The need for PD calculation arises in many graphical application-
s. For instance, in penalty-based haptics or dynamics simulation-
s, collision-response forces are computed and applied based on
the PD amount between interacting objects [Moore and Wilhelms
1988; Kim et al. 2003]. Furthermore, for constraint-based dynam-
ics, PD can be used for simulation stabilization, to alleviate the
constraint drifting problem [Baumgarte 1972; Hart et al. 2002]. In
retraction-based motion planning, PD is used to solve the very chal-
lenging narrow-passage problem, such as the alpha puzzle [Zhang
and Manocha 2008] or to determine the path existence [Zhang et al.
2008].

However, as pointed out by [Zhang et al. 2007a], translational PD
tends to over-estimate the amount of interpenetration, since the sep-
arating motion is limited to only translation. This problem becomes
even worse for an articulated model, as illustrated in Fig. 1 (a). In
this example, the red object has a small amount of overlap with
the blue obstacle, but the result of the translational PD (the yellow
object) can be relatively large. However, by introducing a small an-
gular displacement at both ends of the links for the red object, one
can separate it from the obstacle with a small motion, as shown in
Fig. 1 (b).

(a) Translational PD (b) Generalized PD

Fig. 1. Different PD Results. (a) A red, movable articulated body with 3
links is collided with a U-shaped, blue obstacle. The yellow object is the
result of the translational PD. (b) The green object is the result of the gen-
eralized PD.

As a remedy to this overestimation problem in translational PD,
[Zhang et al. 2007a] proposed a new penetration measure, called
generalized PD (in short, PDg), which is defined as a minimal
rigid motion to separate overlapping objects; here, the minimali-
ty is based on some distance metric in configuration space such as
Dg [Zhang et al. 2007a], S and geodesic [Nawratil et al. 2009], dis-
placement [Zhang et al. 2007b; 2007a], and object norm [Zhang
et al. 2007a]. However, the exact computation of PDg may require
an arrangement of high dimensional contact surfaces, resulting in
O(n12) combinatorial complexity for a rigid model with n triangles
in 3D [Zhang et al. 2007a]. Thus, all existing approaches use an
approximate method, but are still slow for interactive applications.
Finally, no PDg algorithms exist for articulated models.

Main Results In this paper, we present algorithms to accurate-
ly approximate penetration depth (PDg), for rigid and articulat-
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ed models consisting of tens of thousands triangles, at interactive
rates. The heart of our algorithm lies in generalizing the definition
of the object norm metric, originally proposed by [Kazerounian and
Rastegar 1992], from rigid to articulated models, and efficiently
calculating it for diverse joint types. Given the high computational
complexity of PDg for rigid and articulated models, our algorith-
m approximates PDg, by iteratively performing local optimization
on the contact space. We further simplify the optimization step by
linearizing the high dimensional, curved contact space, but employ
novel and efficient contact-space projection based on generalized
continuous collision detection, and seed-point selection based on
successive perturbation and constrained translation, to reduce the
approximation error involved with PDg calculation. As a result, our
algorithm can compute PDg for rigid and articulated models con-
sisting of hundreds of thousands of triangles in tens of millisecond-
s. Moreover, we demonstrate the possible application of our PDg
algorithm to motion planning, grasping simulation, and physically-
based animation.

2. PREVIOUS WORK

We survey existing PD algorithms, and classify them, according to
the underlying measures to define PD.

2.1 Translational Penetration Depth

The translational penetration depth (PDt in short) can be calculat-
ed using a Minkowski sum-based formulation, and [Cameron and
Culley 1986] is the first algorithm to employ such an approach.
It is known that exact PDt computation requires O(n2) and O(n6)
times for convex and non-convex rigid models in 3D, respective-
ly, where n is the number of triangles in the models. [Dobkin
et al. 1993] proposed a more efficient algorithm, using a Dobkin-
Kirkpatrick hierarchy-based acceleration structure. A randomized
algorithm was later presented by [Agarwal et al. 2000]. These al-
gorithms are all exact. [Cameron 1997; Bergen 2001; Kim et al.
2004] proposed an approximate algorithm, and [Bergen 2001; Kim
et al. 2004] can offer real-time performance. All of these algorithms
can compute PDt only for convex polytopes.

For non-convex models, [Hachenberger 2009] proposed an exac-
t PDt method based on Minkowski sums, but it is relatively slow.
Most practical PDt algorithms are approximate, such as [Kim et al.
2002; Redon and Lin 2006; Lien 2008; 2009] due to the high com-
plexity of computing PDt , but these methods do not run at inter-
active rates. More recently, [Je et al. 2012] presented a real-time
algorithm based on iterative contact-space projection.

2.2 Generalized Penetration Depth

Very few algorithms exist to compute PDg. [Zhang et al. 2007a]
first proposed the notion of PDg, and presented a method to com-
pute only the lower and upper bounds of PDg for rigid models.
Later, the same authors proposed a more efficient technique, using
a contact-space sampling and displacement metric [Zhang et al.
2007a]. [Nawratil et al. 2009] presented methods based on kine-
matical geometry, using S and geodesic metrics. However, all of
these methods are rather slow for interactive applications, and it is
not clear whether they are applicable to articulated models. More
recently, [Pan et al. 2010] used a penetration measure for retraction-
based motion planning for articulated models, but this measure is

not a distance metric, and depends on the underlying representa-
tion. To the best of our knowledge, no methods exist for PDg com-
putation for articulated models.

2.3 Other Penetration Measures

PDt or PDg are not the only measures to quantify the amount of
interpenetration for objects. [Ong and Gilbert 1996; Ong 1993] de-
fined growth distance based on the scaling operator, and [Weller
and Zachmann 2009; Allard et al. 2010; Wang et al. 2012] used
penetration volumes to measure the interpenetration between ob-
jects. [Tang et al. 2009b] proposed pointwise PD based on Haus-
dorff distance for the intersection of surfaces. For non-rigid models,
researchers often rely on distance fields-based representation [Fish-
er and Lin 2001; Hoff et al. 2002; Sud et al. 2006] for measuring
penetration, and distance fields can be computed rapidly using G-
PUs. All these measures are generally not directly related to PDt ,
nor to PDg, for rigid or articulated models.

3. GENERALIZED PD COMPUTATION FOR RIGID
MODELS

Intuitively speaking, the generalized PD, PDg, for rigid models can
be defined as the amount of a minimal rigid motion to separate two
colliding objects A and B, under some distance metric Mg, in a
six-degree-of-freedom (6DoF) configuration space. Generally, any
distance metric in configuration space can be used to define PDg.
In our case, we choose object norm σ [Kazerounian and Rastegar
1992] as the underlying distance metric, because the metric has a
compact, closed form (see Eq. 1), is invariant with respect to ref-
erence frames [Zhang et al. 2007b], and has a physical interpreta-
tion for it (see Sec. 3.1), which is useful for such applications as
physically-based animation and motion planning.

3.1 Problem Formulation and Overview

For the rest of the paper, w.l.o.g., let us assume that a movable
polygonal object A is collided with a stationary polygonal object
B in 3D, and the local frame of A is attached to the center of mass
of A , and aligned with the principal axes of A .

The object norm σA for A placed at q0 and q1 is defined as [Kaze-
rounian and Rastegar 1992; Zhang et al. 2007a]:

σA (q0,q1)

= 1
V
∫

x∈A
(x(q0)−x(q1))

2

= 4
V
(
Ixxq2

1 + Iyyq2
2 + Izzq2

3
)
+q2

4 +q2
5 +q2

6

(1)

where q = [q1,q2,q3,q4,q5,q6]
T , [q1,q2,q3] is the vector part of a

unit quaternion representing the relative orientation difference be-
tween q0 and q1, [q4,q5,q6] is the relative position difference be-
tween q0 and q1, x(q) denotes a point on A when placed at q, V is
the volume of A , and Ixx, Iyy and Izz denote the diagonal entries of
the inertia tensor of A .

We can show that σA corresponds to the potential energy E needed
to move A from q0 to q1, when two points x(q0) and x(q1) are
connected with a spring with zero equilibrium length and the same
Hooke coefficient k = 2

V , for all points x ∈A :

E = 1
2
∫

x∈A
k (x(q0)−x(q1))

2 = 1
V
∫

x∈A
(x(q0)−x(q1))

2. (2)
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Fig. 2. Iterative Constrained Optimization for PDg Computation. (a) a collision-free configuration q f is chosen; (b) q f is projected on the contact space to
get q0; (c) a linearized local contact space is constructed around q0, and q1 is obtained by constrained optimization on LLCS; (d) q1 is re-projected to the
contact space to yield q2; and (e) the algorithm is iterated, until it reaches a locally-optimal qi. PDg ≡ σA (qi,o).

Note that since we just consider spring potential energy in Eq.2,
the object norm is also the necessary or minimum kinetic energy
needed to move A from q0 to q1.

Assuming that the local frame of A initially corresponds to the
world frame o, then PDg using object norm σ can be defined as
follows [Zhang et al. 2007a]:

PDσ
g (A ,B)

= {min{σA (q,o)}‖interior (A (q))∩B = /0,q ∈F } (3)

where, F denotes the free configuration space. Note that, in gener-
al, PDσ

g (A ,B) 6=PDσ
g (B,A ). Moreover, according to the contact

space realization property [Zhang et al. 2007a], q must lie on the
contact space C of A in the configuration space, and we can show
that PDσ

g computation can be posed as a minimum distance calcu-
lation problem under some non-Euclidean norm ‖·‖M:

PDσ
g (A ,B) = min

∀q∈C
‖q‖M , (4)

where, ‖q‖M = qMqT and M is a 6×6 SPD matrix,

M =


4
V Ixx

4
V Iyy

4
V Izz

E

 , (5)

where, E is a 3×3 identity matrix.

However, since calculating C precisely is prohibitive, requiring
O(n12) arrangement computation, we approximate Eq.3 using a lin-
earization of C and performing iterative, constrained optimization
on it, as follows:

(1) Free-configuration selection: we select a free configuration q f
close to o (Fig. 2 (a)).

(2) Contact-space projection: we project q f on the contact space
C toward o, and a projected configuration q0 is obtained (Fig.
2 (b)).

(3) Constrained optimization: we build a linearized local contact
space (LLCS) around q0, and perform constrained optimiza-
tion on the LLCS to generate a new configuration q1 with a
locally-minimal object norm (Fig. 2 (c)). Kinematically, this
step corresponds to a gliding motion of A on the LLCS from
q0 to q1 while minimizing its spring potential energy, as de-
fined in Eq. 2, when one end of the spring is attached to o.

(4) Re-projection: If q1 /∈ C due to the linearization and localiza-
tion, we re-project q1 to C to get q2 (Fig. 2 (d)).

(5) Iteration: we iterate (3)-(4), until we cannot further reduce the
object norm σA (Fig. 2 (e)). Then, PDg ≡ σA .

Our iterative algorithm shares some similarity with [Je et al. 2012;
Zhang et al. 2007a], but the main contribution of our work is the
constrained optimization that needs to deal with curved contact-
space unlike [Je et al. 2012] and does not rely on sampling for
minimization unlike [Zhang et al. 2007a]. Because of this, our al-
gorithm is more general and much faster than the existing methods.

3.2 Algorithm

Now, we explain our PDg algorithm for rigid models in more detail.

Free-configuration Selection In our algorithm, we can use any
method to find a collision-free configuration, potentially close to
o. As an implementation choice, we use a variant of method-
s proposed by [Je et al. 2012], such as the centroid difference,
maximally-clear configuration, and motion coherence method. In
particular, motion coherence can be more effectively utilized for
PDg than PDt algorithms by keeping and reusing the orientation
information in the history of motion. Reusing orientation is im-
possible for PDt algorithms, since they allow only translation as a
separating motion.

Contact-space Projection The objective of this step is finding a
contact configuration qc projected from a collision-free configu-
ration q f toward o. Essentially, this step is very similar to what
continuous collision detection (CCD) algorithms do [Zhang et al.
2007b; Tang et al. 2009a]. We use a variant of [Tang et al. 2009a] to
perform CCD more efficiently in our case as follows. We first rotate
A (q f ), to have the same orientation like A (o), unless the rotation
creates new collisions, and then perform translational CCD from
q f to o, by ignoring the rotational part of the interpolating motion
in CCD; otherwise, we resort to full CCD. In practice, this approach
is more effective, than executing full CCD from the beginning.

Constrained Optimization The goal of this step is to construct
a contact space (LCS) locally around the contact sample, qc, ob-
tained from the projection step, and to find a configuration on LC-
S that has a minimal object norm. In general, LCS consists of 5-
dimensional non-linear manifolds that make non-linear constrained
optimization on LCS very challenging for interactive applications.
We circumvent this problem, by linearizing the LCS to LLCS.

We first explain how to build the LLCS, and then show how to per-
form constrained optimization on it. The non-penetration constraint
in work space around q can be expressed as J′V≥ 0, where J′ is the
constraint Jacobian [Catto 2005; Ruspini and Khatib 1997], whose
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row vector of J′ is

J′i = (ni)
T [−r̂i I], i = 1, ...,n (6)

where, n is the number of contact points at q, ni is the normal at
each contact point, r̂i is the skew-symmetric matrix representing
a displacement between the contact point and origin of A , and

V =

[
ω

v

]
is a generalized velocity of A at qc. J′i is the Plücker

coordinate of the line defined by ni and ri.

Then, we use another Jacobian

Jq =

[
RJω 0

0 I

]
, (7)

where R is the rotation matrix of A at qc, and

Jω =
2
q0

 q2
0 +q2

1 q0q3 +q1q2 −q0q2 +q1q3
−q0q3 +q1q2 q2

0 +q2
2 q0q1 +q2q3

q0q2 +q1q3 −q0q1 +q2q3 q2
0 +q2

3

 . (8)

To redefine the constraint from work space to configuration space,
using V = Jqdq [Mirtich 1996], the constraint becomes

Jdq≥ 0, (9)

where, J = J′Jq, and dq is the first derivative of q with respect
to time. The solution set for Eq.9 is convex and its boundary set
corresponds to the LLCS around the neighborhood of qc. Now, s-
ince we define the LLCS in q’s space, the constrained optimization
problem, in terms of object norm, can be posed as projection on a
convex polyhedral cone:

Minimize 1
2 ‖qc +dq‖2

M
Sub ject to : Jdq≥ 0. (10)

Then, we can find a minimizer, without relying on sampling the
contact space, like [Zhang et al. 2007a]. Since M is positive-
definite, and J has a full row rank after redundant rows are removed,
Eq. 10 can be solved by the Lagrangian multiplier method:

dq∗ = M−1JT
λ −qc. (11)

As shown in [Redon et al. 2002], calculating λ is equivalent to a
linear complementarity problem (LCP), formulated as: JM−1JT λ −Jqc ≥ 0

λ ≥ 0(
JM−1JT λ −Jqc

)
λ = 0.

(12)

We use the projected Gauss-Seidel (PGS) method to find a solution
for Eq.12. The PGS method is relatively simple to implement, and
fast, compared to other LCP solvers [Jourdan et al. 1998; Catto
2005; Otaduy et al. 2009]. Moreover, since J has a full row rank and
M is a symmetric positive definite (SPD) matrix, JM−1JT is also
an SPD matrix, which makes the Gauss-Seidel method convergent.
Once we have a solution for λ , from Eq. 11, we can get an optimal
configuration on LLCS q∗ = dq∗+qc.

Note that the orientation component of q∗ is a unit quaternion, and
thus (q∗1)

2+(q∗2)
2+(q∗3)

2≤ 1. If the result of optimization does not
satisfy this, we use a weight 0<w< 1 to adjust q∗ =wdq∗+qc, so
that the quaternion component of q∗ becomes a unit vector. Since
our constrained optimization algorithm always keeps the object
norm for dq∗+qc smaller than that for qc, and also since the object
norm is a convex function, the object norm for q∗ = wdq∗+qc is
smaller than that for qc.

Re-projection Due to the nature of linearity and localization in
LLCS, the configuration qi resulting from the constrained opti-
mization may not lie on the contact surface, as illustrated in Fig.
3. There can be two cases for qi: collision-free and in-collision. In
the former case, we re-project from qi onto the contact space to-
ward o, to get a new contact configuration, qi+1. In the latter, we
re-project from the last known contact configuration qi−1 toward
qi, to obtain qi+1.

1iq
iq

o
1iq

(a) Collision-free case

1q
1tq

q1tq

o

tq

1iq 1iq

o

iq

(b) In-collision case

Fig. 3. Re-projection Re-project qi onto the contact space to get a new
contact configuration qi+1.

4. GENERALIZING OBJECT NORM FOR
ARTICULATED MODEL

In this section, we generalize the definition of object norm for an
articulated model with different joint types, and use it to define and
compute PDg for articulated models in the next section.

4.1 Notations

We introduce some notations used to define object norm for artic-
ulated models. We represent an articulated model A made up of
n links with no closed loop. For the sake of simplicity, we assume
that the parent of link Li is Li−1, even though this can be easily re-
laxed. The joint that connects two links Li−1 and Li is denoted as
Ji, and J0 is the joint attached to the world reference frame. For a
given link Li, {i− 1} denotes its local reference frame of the link,
and {0} is the world reference frame. For a joint Ji, we call the link
Li and all its descendent links (i.e. Lk,∀k > i) as the outboard links
Li ≡ {Lk|k ≥ i}, as illustrated in Fig. 4. We refer to the configura-
tion of a link Li as that of its inboard joint Ji.

4.2 Object Norm for Different Joint Types

To begin with, we define the object norm for one joint Ji of the
articulated model, and later extend it to a more general case. As
we change the joint parameter qi of Ji while fixing all other joint
parameters, only its outboard links Li will rigidly move. Thus, we
define the object norm σi for Ji as the sum of squared distances of
points on Li when only qi changes:

σi =
1
V

∫
x∈A

(
x
(
q′i
)
−x(qi)

)2dx (13)

=
1
V

∫
x∈Li

(
x
(
q′i
)
−x(qi)

)2dx

where V is the volume of A , q′i and qi are the parameters for Ji at
two different configurations, and x is a point on Li in workspace.
Now, we will show how to calculate the object norm of Ji when it
is prismatic, revolute, or spherical based on Eq.13.

ACM Transactions on Graphics, Vol. VV, No. N, Article XXX, Publication date: Month YYYY.



Interactive Generalized Penetration Depth Computation for Rigid and Articulated Models using Object Norm • 5

Prismatic Joint In this case, since any point in Li travels the same
distance when the joint parameter of Ji changes from qi to q′i, the
object norm for a prismatic joint can be calculated as:

σi =
Vi

V
|q′i−qi|2, (14)

where Vi is the volume of Li.

Revolute Joint For a revolution joint Ji, we calculate its object
norm in reference frame {i− 1}, since the Euclidean distance is
invariant to the choice of reference frames. Let us say that R is a
rotation matrix corresponding to the change of the joint parameter
of Ji, r is a vector from the origin of {i− 1} to a point in Li, ωi
is the rotational axis of Ji in frame {i− 1}, and θ is the rotational
angle of Ji, as illustrated in Fig. 4.

i
iJ

{ 1}i
1iL 

iL
r

i

{ 1}i  i

i

Fig. 4. Revolute Joint and Notations.

We can calculate the object norm for a revolute joint Ji as follows:

σi =
1
V
∫

x∈Li

(
x(q′i)−x(qi)

)2 dx

= 1
V
∫

r∈Li

(Rr− r)T (Rr− r)dr
(15)

By using the Rodrigues’ formula, we get

σi =
4
V sin2

(
θ

2

) ∫
r∈Li

rT r− rT ωi
(
ωT

i r
)

dr (16)

where, θ = q′i−qi and by setting r= [xk,yk,zk]
T , we finally obtain:

σi =
4
V sin2

(
θ

2

) ∫
r∈Li

ωT
i
(
rT rI− rrT )ωidr

= 4
V sin2

(
θ

2

)
ωT

i

 ∫
[xk ,yk ,zk ]T∈Li

 y2
k + z2

k −xkyk −xkzk
−xkyk x2

k + z2
k −ykzk

−xkzk −ykzk x2
k + y2

k

dk

ωi

= 4
V sin2

(
θ

2

)
ωT

i Iiωi,

(17)
where, Ii is the inertia tensor of Li in reference frame {i−1}.
Spherical Joint For a spherical joint, we again use ωi,θ as the
rotational axis and angle, respectively. However, unlike the revolute
case, ωi is not fixed, and let us denote the vector part of a unit
quaternion as Q= [q1,q2,q3]

T = sin
(

θ

2

)
ωi. Then, the object norm

for a spherical joint Ji can be written as:

σi =
4
V

sin2
(

θ

2

)
ω

T
i Iiωi =

4
V
(Q)T IiQ. (18)

Full-body Case Now we calculate the object norm of the whole
articulated model A whose joint parameters change from q to q′,

from the base toward the terminal link, and from the parent toward
the child link; i.e. q0 → q1 → ··· → qn−1. Let us call this type of
parameter change sequential change, and we assume the sequential
change of parameters is used to define the object norm for articulat-
ed models for the rest of paper. Then, the object norm for A under
sequential change from q to q′ can be calculated as:

σA

(
q,q′

)
=

n−1

∑
i=0

σi. (19)

Note that Eq. 19 is a generalized version of Eq. 1, since Eq. 19
can be reduced to Eq. 1 by considering the six-degree-of-freedom
motion of a rigid body as a combination of three prismatic joints
and one spherical joint defined on its local frame.

We can also derive the physical meaning of Eq. 19, as follows. S-
ince, for a single joint, its object norm corresponds to the necessary
potential energy to change its configuration, similarly to the rigid
case, the object norm of the whole articulated model is equivalent to
the necessary potential energy to change its joint parameter under
sequential change. The sequential change also penalizes the motion
of links that are closer to the base link, than to the terminal. In our
algorithm, any link can be chosen as a root (base link) that requires
a minimal motion compared to other links. In practice, one may
choose the link as a root that has the largest mass (e.g. the torso
for a human character, and the palm for a hand model), so that the
resulting motion would look natural.

5. GENERALIZED PD COMPUTATION FOR
ARTICULATED MODELS

To compute PDg for an articulated model, we employ a five-step
approach similar to the one for rigid models, explained in Sec. 3.1.
However, the way that these steps work for articulated models is
quite different from rigid models. The main hypothesis underlying
our iterative constrained optimization is the contact-space realiza-
tion theorem, and we start this section by showing this theorem for
articulated models, and then explain the details of each optimiza-
tion step.

Theorem 1 For given colliding articulated models A and B
with no closed loops, and A being initially placed at an in-
collision configuration qin, if q is a configuration of A that realizes
PDg (A ,B), then q is on the contact space induced by A and B.

Please refer to Appendix A for proof.�

5.1 Free-configuration Selection

The approximation quality of our iterative, constrained optimiza-
tion method depends on the choice of a starting, collision-free con-
figuration. One could have used a similar technique like the one
in Sec. 3.2 for a rigid body, but it can be inefficient for articulated
models, so that the chosen, free-configuration may be far from be-
ing optimal. Moreover, self-collision between links and joint limit
also need to be taken into account. In this section, we propose three
novel techniques, successive perturbation, constrained translation
and motion coherence, to choose a free configuration for an articu-
lated model A that is initially in collision.
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Successive Perturbation The successive perturbation method tries
to get a free configuration for A , by perturbing a link, as well as its
descendants that are in collision. Moreover, we want to find a free
configuration as close as possible to the given, in-collision config-
uration, in terms of the object norm value (i.e. smaller object norm
value).

According to our definition of the object norm for an articulated
model, the object norm for a single joint is proportional to the vol-
ume or inertia tensor of all its outboard links (i.e. Eqs. 14 and 17).
Then, for the same amount of value changes in a joint parameter,
the object norm for a given joint Ji is always less than that of it-
s ancestor joints (Jk,∀k < i). Thus, we start perturbation from the
terminal (Ln−1), supposedly having the smallest object norm value,
and move toward the base link (L0), that is in collision.

First, we use a tree T to represent the structure of an articulated
model A , where a node ni in T represents a link Li, and an edge
connecting ni−1 and ni denotes the inboard joint Ji of Li, as illus-
trated in Fig. 5. In the figure, the red node denotes an in-collision
link, and the blue one denotes a collision-free link. Our successive
perturbation works as follows:

(1) We add all in-collision nodes (e.g. red nodes in Fig. 5 (a)) into
a list L, and sort them in decreasing order of their tree depth.

(2) We start perturbation from the first node in L; e.g. node 5 in
Fig. 5(a). The perturbation for a node is executed by linearly
varying its inboard joint parameter within some small range,
and checking for collision for the node (link), as well as for all
of its outboard links.

(3) The perturbation for a node is considered successful, when
the link itself, as well as all of its descendent links, become
collision-free; otherwise, we move on to perturbing its paren-
t. In Fig. 5(a), if perturbation for node 5 fails, we will per-
turb node 4. To prevent the perturbation from affecting other
collision-free descendent nodes, we stop perturbation for a n-
ode with more than one child node. An example in Fig. 5 (a) is
that if perturbation on node 4 fails, perturbation on node 3 will
continue, but if perturbation on 3 still fails, we stop perturbing
node 1, since it may affect the collision-state of node 2, and we
declare that the successive perturbation fails.

(4) The successive perturbation will stop when L becomes emp-
ty, or a node with more than one child is encountered. If L
becomes empty, a free configuration is found; otherwise, suc-
cessive perturbation cannot find a free configuration, and we
need to resort to other methods, such as constrained translation
or motion coherence.

Note that, when the original input of the algorithm contains an in-
collision node with multiple descendants (e.g. node 1 in Fig. 5
(b)), our perturbation algorithm immediately stops (step 4 of the
above procedure). In this case, before executing successive pertur-
bation, we preprocess the input tree structure, by perturbing all the
in-collision nodes with multiple descendants in ascending order of
their height; for instance, in Fig. 5 (b), we perturb the in-collision
nodes in the order 0 and 1. If this preprocess succeeds, we move
on to the normal successive perturbation; otherwise, we skip it and
resort to other selection methods. Our successive perturbation al-
gorithm is also summarized in Alg. 1.

Constrained Translation Since the successive perturbation
method is a greedy method, it does not always guarantee the gener-
ation of a collision-free configuration. In this case, we switch to the

Algorithm 1 Successive Perturbation
Input: L: a list of collision nodes in decreasing order of depth.
Output: Success or Fail.

1: while (‖L‖ 6= 0) do
2: n = L. f irst();
3: L.pop f ront();
4: if (!Perturbation(n)) then
5: if (n = root) then
6: return Fail;
7: end if
8: n = n.parent();
9: if (‖n.children()‖> 2 ) then

10: return Fail;
11: end if
12: if n /∈ L then
13: L.push f ront(n);
14: end if
15: end if
16: end while
17: return Success;

In‐collision0
Collision‐free

1

0

6 7

2 3 8

94

55

(a)

0

1

0

6 7

2 3 8

94

55

(b)

Fig. 5. Tree Structure of Articulated Model. (a) The in-collision nodes
have a single descendent, or (b) multiple descendants. The latter requires
preprocessing, before executing successive perturbation.

constrained translation method, which is relatively simple to im-
plement. If A is initially self-collision free, then we consider the
entire A as a single rigid body, and use the method explained in
Sec. 3.2. However, if A has a joint constraint in terms of transla-
tion for the base link, we use a variant of the centroid-difference
method [Je et al. 2012], by projecting the centroid-difference di-
rection onto the constraint-free direction; for instance, the base of
a puma robot may move around only on the X-Y plane, and X and
Y will be the constraint-free directions. Thus, the new centroid os
of A using constrained translation is calculated as:

os = oA + ∑
i∈L0

(
(rA + rB)

oA −oB

‖oA −oB‖
·ai

)
ai (20)

where, oA and oB are the centroids of A and B, ai is the
constraint-free direction for the base link L0, and rA and rB are
the diameters of the enclosing spheres for each object. Finally, a
collision-free configuration for A is obtained, by translating A
such that its centroid becomes os.
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If an articulated body has self-collision initially, and successive per-
turbation fails, we choose a self-collision free configuration from
motion coherence (e.g. time-dependent physics simulation) or user-
provided initial pose (e.g. T-pose in motion capture), and then apply
the constrained translation method.

Motion Coherence If the underlying environment exhibits motion
coherence, we can exploit this to find a collision-free configuration.
This technique was also used for a rigid body in Sec. 3.2, but the
main difference here is that we need to cache not only collision-
free, but also self-collision free configurations from the history of
motion.

5.2 Contact-space Projection

The objective of contact-space projection (CSP) is to find a con-
tact configuration qc as close as possible to the given, in-collision
configuration qin

1, in terms of object norm. The CSP for an articu-
lated model is more delicate than for the rigid counterpart, since it
is desired that qc is not only a contact configuration, but should also
have a minimal parameter difference from qin, which will yield a
minimal object norm.

Our novel CSP technique consists of two steps: the generalized
continuous collision detection (CCDg) and the greedy optimization.
These two steps use different types of underlying motion; the for-
mer one uses a linearly interpolation motion just like normal CCD
operations [Zhang et al. 2007b], and the latter uses the sequential
change.

Generalized Continuous Collision Detection We explain how
CCDg works first. We create a motion linearly interpolating be-
tween a collision-free configuration q f and in-collision configura-
tion qin in a configuration space. Then, we linearly and simulta-
neously change the joint parameters, until we encounter new colli-
sions, or the joint parameter reaches the corresponding one in qin.
We refer to this process as generalized continuous collision detec-
tion (CCDg, in short), which is a generalized version of continuous
collision detection that calculates only the first time of contact for
the entire object [Zhang et al. 2007b].

More formally, the configuration qi for a link Li obtained by CCDg
is:

qi = qi,0 + τidqi, τi ≡max
t

{
∀t ∈ [0,1]

∣∣Li
(
qi,0 + tdqi

)
∈F

}
(21)

where, dqi = qi,1−qi,0 and qi,0 and qi,1 are the start(collision-free)
and goal (in-collision) configurations of Li, respectively. Then, the
configuration of the entire body after CCDg is q= [q0 q1 · · · qn−1].
A simple example is illustrated in Fig. 6. In the figure, the blue
object is placed at start q0, and the red one is at goal q1. Note that
the link L1 is in contact, but if we still keep moving its ancestor link
L0, a collision can be generated (Fig. 6 (a)); however, we can still
move its descendent link L2, until they have the same parameters
as the goal configuration q1 (Fig. 6 (b)).

The CCDg algorithm can be efficiently implemented using a vari-
ation of CCD function like [Zhang et al. 2007b]. Here, we give
more details about the interpolating motion used for CCDg. For
revolute and prismatic joints, the joint parameter is linearized, and
for a spherical joint, the orientation component of quaternion is

1Initially, qin = o.

2L

L
1L

2

b t l

0L

obstacle

(a)

2L

L
1L

2

b t l

0L

obstacle

(b)

Fig. 6. An Example of CCDg. (a) When L1 is in contact, L0 cannot move.
(b) L2 can still move even after L1 is in contact.

linearized. For a spherical joint with a joint limit, it is treated as a
combination of three revolute joints.

We maintain a set of links L that contains the links whose joint
parameters can be changed. Initially, L includes all the links in A .
Then, we invoke CCD for a sub-structure of A consisting only of
the links in L, and then find the links that are in contact, and these
links, as well as their ancestors in the kinematic chain (called N),
are deleted from L, since the parameter change in N may yield
collision. We continue to do this process for the rest of the links in
L, until L becomes empty. The CCDg algorithm is summarized in
lines 1-6 in Alg. 2. Here, the CCD function (q,N)=CCD(L,q f ,qin)
finds a configuration q for the links in L at the first time of contact
when L moves from q f to qin, and also saves the in-contact links
and their ancestors at N. Also note that, during the CCD check, only
the parameters of L change, and the other link parameters remain
the same as the ones in q f .

Greedy Optimization Even after CCDg is finished, it may be still
possible to decrease the object norm of A . For instance, as illus-
trated in Fig. 7, even after CCDg (the blue object in Fig. 7 (a) is the
result), we can still move the base link, until it contacts the obstacle
(the blue object in Fig. 7 (b)), thereby further reducing its object
norm. Thus, greedy optimization is followed after CCDg as a sec-
ond step of CSP, to reduce the object norm. Let us call the result of
CCDg as q′f , which is a new start configuration for greedy optimiza-
tion. Then, each link, one by one from base to terminal, will change
its parameter linearly from q′f to qin (i.e. sequential change), until
it creates a collision. The reasoning behind the sequential param-
eter change for greedy optimization is that, with the same amount
of parameter change, a parent link has a higher reduction on object
norm than its children.

In more detail, we use a list T to keep all the links whose parameters
can change, and sort them in increasing order of their depth value;
initially, T includes all the links in A , sorted in increasing order
of depth. Then, we visit each link in T one-by-one, and change its
link parameter while keeping the configurations of other links same
as q f , until we find a configuration q at the first time of contact.
This will be repeated until all links in T are visited. The greedy
optimization is also summarized in lines 7-14 in Alg. 2.

Reverse projection As an articulated model moves from q f to qin,
there can be an obstacle blocking the motion path, which makes
the contact configuration obtained from contact-space projection
far from being optimal, as illustrated in Fig. 8; in the figure, qc
has a smaller object norm than q′c. To deal with this problem, we
may reverse the projection direction from qin to q f , as opposed to
q f to qin. Theoretically speaking, performing this reverse projec-
tion precisely can be as hard as PDg computation itself; the reverse
projection is also known in the literature [Dobkin et al. 1993] as di-
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ObstacleObstacle

(a) CCDg

 

Obstacle 

(b) Greedy optimization

Fig. 7. A Greedy Algorithm to Get a Contact Configuration. (a) CCDg
detects the first contact (self-collision) between the first link and the last
link; the contact point is circled in dotted line. (b) By using the greedy
method, the rest of the links can still move until a contact with the obstacle
is found to yield a smaller object norm.

Algorithm 2 Contact-space Projection
Input: L, T, a collision-free configuration q f , and an in-collision
configuration qin.
Output: A contact configuration q.

1: {First step: CCDg}
2: q = q f ;
3: while (‖L‖ 6= 0) do
4: (q,N)=CCD(L,q,qin);
5: L.remove(N);
6: end while
7: {Second step: greedy optimization}
8: while (‖T‖ 6= 0) do
9: l = T. f irst();

10: q′l ≡ ql,in; {lth parameter of qin}
11: q′i ≡ qi, ∀i 6= l ;
12: (q,−)=CCD(l,q,q′);
13: T.remove(l);
14: end while

rectional penetration depth. Thus, we approximate the reverse pro-
jection, by discretely sampling the reversed path, and performing
static collision detection along the discretized path. We have found
that this method generally performs well in practice. Finally, we re-
place the reverse projection CCDr

g with CCDg in lines 4 and 12 in
Alg. 2, to get a better contact configuration.

fq f
'cq

C‐Obstaclecq

inq

Fig. 8. Reverse Projection in Configuration Space. Since qc is more
optimal than q′c, the projection direction is reversed from qin to q f .

5.3 Constrained Optimization

Similarly to the rigid case, once a contact configuration qc is found,
the contact constraint is set up and linearized, and then constrained

optimization is performed on it to generate a better contact config-
uration, in terms of the object norm.

Let us begin by explaining how to set up the local contact-space (or
contact constraint), and linearize it (i.e. LLCS). At a configuration
q with m contact points pi and m contact normals ni in workspace,
we have the following:

Jidq = dpi
nT

i Jidq = nT
i dpi ≥ 0 (22)

In Eq.22, J maps the configuration change to the position change in
workspace. Then, we can get an m× | q | contact matrix C whose
ith row is nT

i Ji, and the constraint inequality as follows:

Cdq≥ 0 (23)

Note that Eq.23 is a generalization of Eq. 9 for an articulated model.
Now, our constrained optimization problem can be formulated as:

Minimize σ (q) = 1
V

n−1
∑

i=0
σi,

where σi =

 Vi |qi|2 , if Ji is a prismatic joint
4sin2 ( qi

2
)

ωT
i Iiωi, if Ji is a revolute joint

4(Qi)
T IiQi, if Ji is a spherical joint

subject to : C(q−qc)≥ 0

(24)

where qc is the contact configuration obtained from contact-space
projection. To rewrite Eq.32 for a revolute joint in terms of
2sin

( qi
2
)
, since dqi =

(
cos
( qi

2
))−1 d

(
2sin

( qi
2
))

, we get

Cdqi =C
(

cos
(qi

2

))−1
d
(

2sin
(qi

2

))
, (25)

and create a new variable X for Eq. 32:

Xi =

 qi, if Ji is prismatic
2sin

( qi
2
)
, if Ji is revolute

Qi, if Ji is spherical.
(26)

Then, we rewrite Eq.25 to C′dX≥ 0, and Eq.32 to:

Minimize 1
2 ‖X‖

2
H

subject to : C′dX = C′ (X−Xc)≥ 0 (27)

where H is a symmetric matrix, and

Hii =

 Vi, if Ji is prismatic
ωT

i Iiωi, if Ji is revolute
4I i, if Ji is spherical.

(28)

Since H is an SPD matrix, we use the Lagrange multiplier method
to solve Eq.27:

X∗ = H−1C′T λ
∗. (29)

Also, λ can be calculated from an LCP formulation: C′H−1C′T λ −C′Xc ≥ 0
λ ≥ 0(

C′H−1C′T λ −C′Xc
)

λ = 0.
(30)

Using the projected Gauss-Seidel method, we can get a solution λ ∗

of the above equation.

Kinematic constraints When an articulated model has other kine-
matic constraints such as joint limit, we need to take this into ac-
count in the optimization. For revolute and prismatic joints, the
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joint limits are represented as angles or displacements that are al-
ready included as variables in object norm definition. Thus, these
constraints can be easily handled by truncating the resulting opti-
mized configuration within the joint limit. However, for a spherical
joint, when the joint limit is represented as an interval using Eu-
ler angles, since there is no tight interval-to-interval relationship
between quaternion and Euler angles, it is hard to directly incorpo-
rate the Euler angle representation into our constrained optimiza-
tion framework. In this case, we represent the spherical joint as
three revolute joints. Note that the sum of object norms for three
revolute joints is an approximation of that for the spherical joint.

5.4 Re-projection

Similarly to the rigid case, the resulting configuration q of con-
strained optimization may not lie on the contact space. We need to
re-project q to the contact space. If q is in free space, the contact
space projection is invoked again from q to o; otherwise, from qc to
q, where qc is the last known contact configuration obtained from
the iterative, constrained optimization.

6. RESULTS AND DISCUSSIONS

We show implementation results of our PDg algorithm, and com-
pare them against other known algorithms. We also demonstrate
some applications of our fast PDg algorithms, those of retraction-
based motion planning, physically-based animation and data-
driven grasp planning. Finally, we discuss the computational com-
plexities, as well as some limitations of our algorithm.

6.1 Implementation and Benchmarks

We implemented and benchmarked our algorithm using C++ on a
Windows 7 PC, equipped with an Intel i5 2.40GHz CPU and 4.0G-
B memory. We also use the public-domain CD and CCD libraries
CATCH [Zhang et al. 2007b], C2A [Tang et al. 2009a], and PQP
[Larsen et al. 2000] in our implementation, and modify them to
suit our purpose. No parallel processing technique was used, even
though it may be possible. For free-configuration selection, if mo-
tion coherence is present in the simulated environment, it is exploit-
ed; otherwise, the centroid-difference method was used for rigid
models, and for articulated models, the successive perturbation is
executed first, and if it fails; the constrained translation is followed.

PDg Computation for Rigid Models The benchmarking models
are shown in Fig. 9, whose complexities range from 20 to 174K
triangles. To measure the performance of our algorithm, we trans-
late A toward B while changing its orientations 200 times, and the
average performance statistics for some models using two different
free-configuration selection methods (motion coherence and cen-
troid difference) are obtained as shown in Table.I. A typical case of
this benchmarking scenario is shown in Figs. 10 (a) & (b), where
the red object represents the colliding one, and the green one de-
notes the result of PDg.

We also compare our method with [Zhang et al. 2007a], which is
known to be the fastest practical PDg algorithm for rigid model-
s, while using the same free-configuration selection scheme. The
comparison results, including the average relative error and aver-
age timing, are given in Table 6.1. The relative error between our

Table I. Average PDg Performance for Rigid Models with Two Different
Free-configuration Selection Methods.

Benchmark
Motion Coherence Centroid Difference

Timing # of Iterations Timing # of Iterations

Bunny/Dragon 22.8 msec 2.14 59.2 msec 6.5
Spoon/Cup 7.76 msec 2.35 24.1 msec 7.3

Table II. Performance Comparison between Our Method and
[Zhang et al. 2007a].

Benchmark Ours Zhang et al. Relative Error

Pawn/CAD 11.1 msec 80.2 msec 0.21
Hammer/Bumpy-Sphere 4.9 msec 57.7 msec 0.02

L-shape/Torusknot 3.2 msec 186 msec 0.32

and Zhang et al.’s method was computed as:

e≡
|PD1

g−PD2
g|

max
(
PD1

g,PD2
g
) , (31)

where, PD1
g and PD2

g are the results of our and Zhang et al.’s,
respectively. In the experiments, our algorithm outperforms their
method by a factor of 7 ∼ 60 with small average relative-error d-
ifferences; even in the case of the L-shape/Torusknot, our results
generate smaller object norm values than [Zhang et al. 2007a] for
more than 65% of simulation frames.

Fig. 9. Rigid Benchmarking Models with Triangle Count. CAD (2.4K),
Spoon (1.34K), Dragon (174K), Bunny (40K), Torusknot (3K), L-shape
(20), Cup (1K), Pawn (0.3K), Bumpy-Sphere (2.9K), Hammer (1.7K).

PDg Computation for Articulated Models We use three test-
cases to benchmark the performance of our algorithm, also shown
in Fig.14.

(1) Puma1 (Fig. 14 (a)): a Puma robot with 8 links, 0.9K triangles
and 9-DoF translates along a Beetle car, consisting of 4K tri-
angles, and collides with it (but no self-collision for the robot).

(2) Puma2 (Fig. 14 (b)): the same Puma robot rotates its upper
arm to create self-collision with itself, and also collides with
the car.

(3) Hand (Fig. 14 (c)): a hand model (25 links, 6K triangles, and
25-DoF) translates from top to down, while colliding with a
bottle (0.7K triangles).

The average statistics of our algorithm are summarized in Table.III.

6.2 Quantitative Error Analysis

To the best of our knowledge, there exists no algorithm to exact-
ly compute generalized penetration depth (PDg) for either general
rigid polygonal or articulated models, due to the high dimensionali-
ty of the contact surfaces. Thus, designing and performing compar-
ative evaluations for general polygonal models are nearly impos-
sible. However, in some limited cases, one can design a sampling-
based, brute force method to rather accurately approximate PDg for
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(a) Spoon/Cup (b) Bunny/Dragon (c) Placement (d) Robot under the Bridge (e) Grasping

Fig. 10. Interactive Generalized Penetration Depth (PDg) Computation (a, b) As a result of PDg computation for rigid models, the red, colliding objects
are rigidly transformed to the green ones, just in contact with obstacles. PDg computation for articulated models and application to motion planning (c, d)
and grasping (e). Our algorithm can compute PDg for these challenging benchmarks at interactive rates. The models in (c), (d) and (e) were obtained from
the GAMMA and KIT research groups, respectively, under permission.

Table III. Average PDg Performance for
Articulated Models.

Benchmark Timing Number of Iterations

Puma1 27.9 msec 3.1
Puma2 14.9 msec 2.3
Hand 71.6 msec 1.9

a rigid body. We compare the results of our PDg algorithm against
this brute force algorithm. For an articulated body, we compare our
method with an optimal result that can be analytically calculated
for a special case.

Rigid body As shown in Fig. 11, we compare the results of our al-
gorithm against the brute force method for a relatively simple case:
a moving, polygonal spoon model (displayed in red color) pene-
trates into a stationary box model, and the PDg between them is
calculated repeatedly by translating the spoon model (displayed in
cyan color). In the figure, the red, green and blue arrows represent
the X, Y and Z axes of the local frame attached to the spoon mod-
el. For the spoon model, Izz is ten times greater than Iyy. Thus, we
can just consider only rotation with respect to the Y axis to get the
optimum of PDg. Further, since any change in the rotation angle
about X axis will induce more rotation about the Y axis, to get a
contact configuration (i.e. the cyan configuration), it will result in
a higher value of object norm; thus we need not consider rotation
with respect to the X axis. Then, the total DoF of rotation that we
need to consider can be decreased from three to one.

Furthermore, since the box has a planar surface (and thus a planar
contact), the translational component of PDg result should be on
the X-Z plane defined by the origin of the penetrated configuration
and the rotational axis (Y axis in the case). The reason is that, for
any contact configuration whose origin is not on the X-Z plane, one
can always project it back to the plane with a smaller object norm.
Then, the DoF of translational component in PDg can be reduced
from three to two. Also, note that this argument is irrelevant to the
orientation of the spoon model.

Thus, the final DoF that we need to consider to get an optimal value
of PDg is three (one rotation + two translations). In this case, one
can rather accurately approximate the PDg by sampling the contact
space as follows: we get the translational components of PDg by
sampling the X-Z plane of the red spoon and get the contact con-
figurations by sampling the rotational angle about the Y axis. The
contact configuration with a minimum object norm is chosen as the
PDg configuration. In our implementation, we sample 300 times a-

long each dimension. In this experiment, the average relative error
between the brute force method and ours using Eq. 31 is 0.0165.

Fig. 11. Sampling-based Method to Accurately Approximate the Opti-
mal PDg. A spoon model (red) penetrates into a stationary box, and the
PDg between them (cyan) is calculated repeatedly, by placing the spoon
model at different configurations.

Articulated body We analytically calculate the optimal result for a
special case: a planar articulated model composed of two stick-like
links with revolute joint penetrates an infinitely large ground obsta-
cle, as illustrated in Fig.12. Here, one end of the root link is fixed
and displaced from the ground by d, and the joint parameters are
[θ1,θ2], the length of each link is l. In the experiment, we change d
to generate different generalized penetration depth values.

l
d 1

l
2
l

Obstacle

Fig. 12. A Special Case to Calculate the Optimal PDg. The blue articu-
lated model with two links is placed at a configuration {θ1,θ2}, displaced
from the red one at a rest configuration.
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In this simple case, the object norm of the model can be analytically
calculated as

σ =
1
V

(
4sin2

(
θ1

2

)
8l3

3
+4sin2

(
θ2

2

)
l3

3

)
(32)

where l cosθ1 + l cos(θ1 +θ2) = d.

By differentiating Eq. 32, the optimal PDg value can be obtained.
In Fig.13, we show the comparisons between the optimal and our
PDg results as d changes from 1.0l to 1.9l . The mean squared error
is 0.0027, and our result is very close to the optimum.
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Fig. 13. Comparisons between the Optimum and Our PDg Method.

6.3 Applications

In this section, we demonstrate the use of our PDg algorithm in
three different applications.

Motion Planning In sampling-based motion planning, the narrow
passage problem is a known hard problem, and some efficient al-
gorithms based on retraction have been proposed in the literature
[Redon and Lin 2005; Zhang and Manocha 2008; Pan et al. 2010].
During the sampling process, these algorithms attempt to retract an
in-collision sample toward a free configuration, yielding a contact
sample close to the in-collision sample [Redon and Lin 2005; Pan
et al. 2010]. We use our PDg algorithm to generate contact samples
for retraction-based planners.

More specifically, we integrate our PDg algorithm into BiRRT
[Kuffner and LaValle 2000], by retracting the in-collision sample
q to the contact space, using our PDg algorithm; we use a free node
in the RRT tree nearest to q as an initial, free configuration q f for
PDg optimization. To measure the performance of the BiRRT al-
gorithm with PDg (BiRRT-PDg in Table IV), we use two planning
scenarios, similarly used in [Pan et al. 2010]:

(1) Placement (Fig.10(c)): A human-like figure with 15 links and
41 DoFs picks a tool from a desk and places it on a book shelf.
The environment including the figure consists of 52K triangles.

(2) Bridge (Fig.10(d)): A robot with 13 links and 40 DoFs moves
through a narrow hole under the bridge.The environment in-
cluding the robot consists of 31K triangles.

In Figs .10 (c) & (d), the red and green figures/robots represent
their start and goal configurations, respectively. The performances
of different retraction-based algorithms using BiRRT [Kuffner and
LaValle 2000], BiRRT-R [Pan et al. 2010], and BiRRT using our

(a) Puma1 (b) Puma2 (c) Hand

Fig. 14. PDg Computation for Articulated Models. The models in (a) and
(b) are included as part of the open-sourced, motion planning kit (MPK).
The models in (c) were obtained from the KIT research group under permis-
sion.

algorithm (BiRRT-PDg) are shown in Table IV. These results were
obtained by running each of the three planners ten times, and aver-
aging their timings, and relevant sampling parameters were kept the
same during the experiments. The new planner using our PDg algo-
rithm outperforms all other algorithms by a factor of 1.8, because
the retracted samples generated by our algorithm are closer to the
in-collision samples than others. Moreover, the result of planned
paths using our algorithm look visually more plausible than other-
s (as shown in the accompanying video), since our distance metric
based on object norm discourages the large motion of an object that
requires more energy.

Table IV. Average Performance of Different
Motion Planners.

Benchmark BiRRT BiRRT-R BiRRT-PDg

Placement - 78.3s 42.1s
Bridge 172.8s 154.2s 85.3s

Physically-based Animation There can be many ways to utilize
PDg algorithms in physically-based animation; e.g. [Ortega et al.
2007; Kim et al. 2003]. Here, we propose a novel way to use PDg
for rigid or articulated-body dynamics. In these applications, as an
initial condition for simulation, all participating objects should be
in a collision-free state. However, doing so is non-trivial as well as
manually intensive for a user to enforce such non-penetration con-
straints, especially for a complicated articulated character, since it
requires repetitive invocation of collision detection until a satisfac-
tory, collision-free pose is obtained for the character. In this case,
we propose to use our PDg algorithm; the user will sketch a desired
but possibly colliding pose for an articulated character and then cal-
l PDg to fix the pose so that it is collision-free as well as close to
the intended pose. In Fig.15, we created two possible scenarios for
articulated-body dynamics: a figure sitting on a bench and sitting
inside a cup. In the figure, a user create a desired pose in red, but in
collision, and the PDg algorithm can generate a collision-free pose
in green. The bench and cup benchmark takes 85.2 msec and 87.2
msec to compute PDg. A known physics engine such as Bullet2
does not work when a character is given as the red pose, but with
the green poses, physics simulations work.

Grasping In data-driven grasp planning, it is important to quickly
find valid contacts for a novel object from the grasping pose of a
similar object from a database [Goldfeder et al. 2009]. Moreover,
since the grasping pose in the database is optimal in terms of grasp-
ing quality, the contact pose found for the novel object should be
close to the optimal one if it is collision-free.

2http://bulletphysics.org
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(a) Bench (b) Cup

Fig. 15. Finding Collision-free Configurations for Articulated-body Dy-
namics.

For such a purpose, we can use our PDg algorithm. For instance, in
Fig. 10 (e), to grasp the red cup model (middle), a similar green cup
model and its optimal pose are searched from the database (right).
Then, the pose from the database is used as a pre-grasp for the red
cup model (middle), but this pose will generate collision. Then, our
PDg algorithm is applied to generate a valid pose (left), which is
close to the optimal pose for the red cup. Our PDg algorithm takes
148 msec to compute a valid, collision-free pose for the hand/cup
model.

6.4 Discussions

In this section, we show the computational complexity of our PDg
algorithm, compare our algorithm against other known algorithms,
and explain some limitations of our algorithm.

Computational Complexity In the case of PDg for a rigid model,
its computational cost is similar to [Je et al. 2012], except for some
constant difference to set up the LLCS instead of LCS. So, we refer
to [Je et al. 2012] for more detailed analysis.

The main computational cost dominating our PDg algorithm for
an articulated model includes free-configuration selection, contact-
space projection and constrained optimization. Except for succes-
sive perturbation, our free-configuration selection scheme is O(n),
where n is the number of links in A . In case of successive pertur-
bation, each invocation of perturbation requires repeated collision
checks for a small range of parameter intervals. Thus, the com-
plexity of successive perturbation is TSP = O(pcnTCD), where pc
is the maximum number of collision checks for a parameter in-
terval, defined by the user, and TCD is the cost for collision de-
tection for articulated models [Schmidl et al. 2004]. The contact-
space projection requires CCD operations n times in the worst
case, since ‖L‖ ≤ n and ‖T‖ ≤ n in Alg.2. Thus, the complexi-
ty of CSP is TCSP = O(nTCCD) where TCCD is the cost to perform
CCD like [Zhang et al. 2007b]. The constrained optimization is
dominated by the LCP solver. Since we use the Gauss-Seidel (G-
S) method to solve an LCP, its complexity is TLCP = O(mGSc2)
where mGS is the number of G-S iterations and c is the maxi-
mum number of contact points per each G-S iteration. Therefore,
the complexity of our PDg algorithm for an articulated model is
T = max(O(n),TSP)+N(TCSP +TLCP), where N is the number of
iterations for constrained optimization, which is typically 2∼3 in
practice.

Despite the worst-case computational complexity of our algorithm,
our algorithm performs at interactive rates in practice, due to the
following reasons:

—We locally linearize the nonlinear contact surface to turn the non-
linear optimization problem of PDg calculation to a linear one.
This simple linearization works well in practice, since the inter-
penetration between objects is mostly local and shallow in most
applications.

—Our distance metric (or objective function), the object norm, has
a closed form of a polynomial function, which makes the opti-
mization rather easy.

—Our strategies for free-configuration selection work well in prac-
tice, in particular when the motion coherence is present in a sim-
ulated environment, which is often the case for physically-based
animation and sampling-based motion planning.

Convergence Analysis The convergence of our algorithm is guar-
anteed, due to the following reasons:

—The constrained optimization in our case was formulated as an
LCP, and the PGS was employed to solve the LCP; refer to Eq.
12. In this case, the PGS is convergent, since JM−1JT in Eq. 12
is an SPD matrix. So is for articulated model, since C′H−1C′T
is SPD in Eq. 30.

—The contact space projection performs pretty much like CCD al-
gorithms based on conservative advancement. Its convergence
can be supported using the same argument presented in earlier
CCD work, like [Zhang et al. 2007b].

—At every iteration, the constrained optimization always attempts
to decrease the object norm value, and so does the contact space
projection. In particular, the constrained optimization step mono-
tonically decreases the object norm at every iteration; otherwise,
we stop optimizing it (i.e. we found a local optimum).

Our algorithm terminates after a finite number of steps, since the
complexity of contact space is bounded above.

Comparisons We compare the main differences of our algorithm
with [Zhang et al. 2007a; Zhang et al. 2007a; Nawratil et al. 2009;
Je et al. 2012] in terms of PDg computation for rigid models.

In [Zhang et al. 2007a], the PDg problem is posed as a containment
problem, and linear programming is employed to solve it. They
use a distance metric called Dg defined using trajectory length,
and their approach is limited to a certain class of objects. More-
over, their method can compute only bounds of PDg. Zhang et al.’s
method [Zhang et al. 2007a] also relies on the object norm and
constrained optimization to find a solution for PDg. However, the
main difference between our method and [Zhang et al. 2007a] is the
optimization step. Zhang et al.’s algorithm relies on random sam-
pling on contact space to optimize the object norm, whereas our
method uses an LCP-based formulation that does not need sam-
pling. This is the main reason why our method outperforms theirs
by an order of magnitude. Our algorithm shares some similarity
with [Nawratil et al. 2009] in that both of the methods are based on
iterative, constrained optimization. We can also prove that the met-
ric S in [Nawratil et al. 2009] is equivalent to object norm under
some condition, as shown in Appendix B. However, this algorith-
m is relatively slow in terms of performance, since it relies on an
adjustment step based on distance fields and free-configuration se-
lection scheme that are costly, and thus it may not be suitable for
interactive application. Finally, [Je et al. 2012] also uses contact-
space projection to iteratively optimization the PD. However, their
method is applicable only to linear contact-space, and thus trans-
lational penetration depth, and the underlying distance metric is
Euclidean.
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It is not clear whether any of the above work is applicable to artic-
ulated models.

Limitations Our algorithm has some limitations. Our algorithm
has no guarantee that the found PDg solution is globally optimal,
and our algorithm can be stuck in local minima. Moreover, the re-
sult of our algorithm highly depends on the selection of an initial
collision-free configuration. However, in a practical setting such as
our benchmarking examples, our algorithm generates a fairly good
PDg solution, so that many applications can benefit from the result.
Our algorithm may require a large number of iterations to converge
for complicated, rigid or articulated models with high DoFs and a
large number of contacts. Currently, our PDg algorithm cannot han-
dle an articulated model with a closed loop, though such a model is
not popularly used in graphics.

7. CONCLUSIONS

In this paper, we present a real-time algorithm to compute gen-
eralized PD for rigid and articulated models. The generalized PD
is formulated as a minimum distance query on the contact s-
pace using the object norm. Our algorithm relies on iterative con-
strained optimization on the contact space consisting of four steps:
free-configuration selection, CSP, constrained optimization and re-
projection. We have also applied our algorithm to different appli-
cations including motion planning, physically-based animation and
grasping.

Future Work There are a few interesting future directions for our
work. Extension of the generalized PD computation to multiple
bodies or deformable bodies, including its proper definition will
be interesting. Many other applications can potentially get benefit
from the generalized PD. For instance, the generalized PD (in par-
ticular, the angular term) may be integrated into constraint-based
dynamics, for a better convergence for a contact-constraint solver,
especially when the rotational motion in simulation is large. The
angular term may be effectively utilized in 6-DOF haptics, to gen-
erate proper torque feedback. GPU-based or parallel implementa-
tions of our algorithm will be also an interesting research direction
to pursue. Currently, our algorithm can calculate PDg for a pair of
moving and stationary objects. It will be interesting to find PDg for
N moving, overlapping bodies to separate them simultaneously.
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APPENDIX

We prove the contact-space realization theorem for articulated
models, and also show the relationship between object norm [Kaze-
rounian and Rastegar 1992] and metric S [Nawratil et al. 2009] for
a rigid model.

A. CONTACT-SPACE REALIZATION

Theorem 1 For given, colliding articulated models A and B
with no closed loops and A being initially placed at an in-
collision configuration qin, if q is a configuration of A that realizes
PDg (A ,B), then q is on the contact space induced by A and B.

PROOF We prove it by contradiction. Suppose that q realiz-
ing PDg (A ,B) is not on the contact space; then, q must be in
free space. Let us change the parameters for each joint sequen-
tially, and first consider the base joint J0 of A . In this case, we
create a new configuration q′ for A , where q′(J0) = q(J0) and
q′(Ji) = q0(Ji), i = 1, · · · ,n− 1, as illustrated in Fig.16(a). By the
definition of object norm for a single joint as Eq. 13, we have

σ0(qin,q′) = σ0(qin,q). (33)

Then, q′ can have two cases:

(1) q′ in free space. In this case, A can rigidly move from qin
to q′, since qin and q′ are different only for the base joint J0.
As proved by [Zhang et al. 2007a], there must be a contac-
t configuration qc for A when rigidly moving from qin to q′,
which makes σ0(qin,qc) < σ0(qin,q′). According to the defi-
nition of object norm for the whole articulated model (Eq.19)
and according to Eq.33, and because σi(qin,qc) = 0, for i =
1, · · · ,n−1, we have σ(qin,qc) = σ0(qin,qc) < σ0(qin,q′) =
σ0(qin,q) < σ(qin,q), which contradicts to our assumption
that q realizes PDg (A ,B).

(2) q′ is in obstacle space. In this case, we modify q′ such
that q′(J0) = q(J0),q′(J1) = q(J1), and q′(Ji) = qin(Ji), i =
2, · · · ,n, as illustrated in Fig.16(b). Similarly to the previous
case, the new q′ can be either in free space or in obstacle s-
pace. If q′ is in free space, we can find a contact configuration
qc such that σ1(qin,qc)< σ1(qin,q′), and σi(qin,qc) = 0, i =
2, · · · ,n− 1. Then, σ(qin,qc) < σ(qin,q), which is a contra-
diction. If q′ is again in obstacle space, a recursive argumen-
t can be made as follows. Since q is in free space, we must
be able to find a joint Jk and a free configuration q′ such that
q′(Ji) = q(Ji), i≤ k and q′(J j) = qin(J j), j > k. Then, a contact
configuration qc can be found so that σk(qin,qc)< σk(qin,q′),
which makes σ(qin,qc)< σ(qin,q). �

q

'q

cq

inq0J

obstacle

(a)

'qq q
cq

inq0J

obstacle

(b)

Fig. 16. The intermediate configuration q′. A rigid motion from q to q′
can be created, since the joint parameters are the same except for the base.
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B. EQUIVALENCE RELATIONSHIP BETWEEN METRIC
S AND OBJECT NORM

Give a rigid model A , the metric S is defined as the squared dis-
tance between six special points of an object A at two different
configurations q0,q1 [Nawratil et al. 2009]:

S (q0,q1)
2 =

6

∑
i=1
‖si (q0)− si (q1)‖2, (34)

where the six special points si, i = 1, ...6 are defined as:

si = bx +
√

λi
2 di, si+3 = bx−

√
λi
2 di, i = 1,2,3. (35)

In Eq. 35, bx is the center of mass of A , λi and di are the eigenvalue
and the corresponding unit eigenvector of a covariance matrix Dx =
N
∑

i=1
(xi−bx)(xi−bx)

T , where xi, i = 1, ...N are the vertices of a

triangle mesh of A .

If we define the world frame at the center of mass and principle axes
of A , we can relate the metric S to the object norm, by expressing
the metric S in terms of q, which is used in Eq.1 to define the object
norm for a rigid model: We set the affine map for a configuration
qA ,1 as A = [Ta,Ra], where Ta is a translation vector, and Ra =
[a1,a2,a3] is a rotation matrix. According to [Hofer and Pottmann
2004], the metric S also can be expressed as:

S2 = 6c2
0 +2

3

∑
i=1

f 2
i c2

i ,

where c0 = Ta = [q4,q5,q6]
T , fi, i = 1,2,3 are the eigenvalues

of Dx, ci, i = 1,2,3 are the vectors of Ra −E. We now use q =
[q1,q2,q3,q4,q5,q6] to represent metric S. Since

c2
1 =

a1−

 1
0
0

T a1−

 1
0
0


= (a11−1)2 +a2

12 +a2
13

= 2−2a11
= 2

(
1−q2

0−q2
1 +q2

2 +q2
3
)

= 4
(
q2

2 +q2
3
)
,

(36)

where ai j is an element of Ra, and because

f 2
1 =

(
N
∑

i=1
x2
)

2
=

I′yy + I′zz− I′xx

4
. (37)

Note that the inertia tensor I ′ used in Eq.37 is computed from only
the vertices of A , not from the entire body of A .

We can derive similar equations like Eq.36 and Eq.37 for ci, i = 2,3
and fi, i = 2,3. Then, the metric S can be represented as:

S2 = 4
(

I′xxq2
1 + I′yyq2

2 + I′zzq
2
3

)
+6
(

q2
4 +q2

5 +q2
6

)
. (38)

Now, let us consider a discrete version of the object norm for a
point set P = {pi, i = 1, . . . ,N} consisting of A ’s vertices. Then,

σP (q0,q1)

= 1
N ∑

x∈P
(x(q0)−x(q1))

2

= 4
N
(
I′xxq2

1 + I′yyq2
2 + I′zzq

2
3
)
+q2

4 +q2
5 +q2

6.

(39)

By comparing Eq. 38 with Eq. 39, we can see that

1
6

S2 = σP (q0,q1) ,when N = 6. (40)

Thus, when N = 6, S2 is equivalent to the discrete the object norm
of the point set, defined by the vertices of A . In this sense, the
metric S can be considered a discrete version of the object norm.
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